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jets are about organizing the information from hundreds (or thousands) of particles 
into a form that we as humans can understand and process



jets
i.e. how we make 

sense of the hadronic 
part of events
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The Quantum-Chromodynamic (QCD) origin of jets
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Start off with a qqbar system



A key QCD tool: jets
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a gluon gets emitted at small angles



A key QCD tool: jets
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A key QCD tool: jets
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A key QCD tool: jets
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meanwhile the same happened on the other side



A key QCD tool: jets
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then a non-perturbative transition occurs



A key QCD tool: jets
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π, K, p, ...

giving a pattern of hadrons that “remembers” the gluon branching  
(hadrons mostly produced at small angles wrt qqbar directions — two “jets”)



The tools used by ATLAS & CMS
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The tools used by ATLAS & CMS
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Jets ̶ 2nd most widely used  
single tool after Geant
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a pp collision that 
produces a high pt  
top-antitop pair,  

resulting in  
two “top-jets”,  

each with subjets 

 
Such events probe 

point-like nature of 
top quarks to TeV 

scale & allow you to 
search for new ttbar 

resonances



Jet quenching  in heavy-ion collisions
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q

q

Jet 1

Jet 2

Parton energy loss leads to
jet suppression 

Energy deposition leads to
medium excitation 

�17from X-N. Wang

PbPb



jet substructure for pp
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what should a jet definition achieve?
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Jets as projections[Introduction]

[Background knowledge]

jet 1 jet 2

LO partons

Jet Def n

jet 1 jet 2

Jet Def n

NLO partons

jet 1 jet 2

Jet Def n

parton shower

jet 1 jet 2

Jet Def n

hadron level

π π

K
p φ

Projection to jets should be resilient to QCD effects

Gavin Salam (CERN) Jets and jet substructure (1) June 2013 8 / 35

projection to jets should be resilient to QCD effects



Jet substructure for boosted hadronc W/Z/H/t etc. decays
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Boosted objects at the LHC

I At LHC energies, EW-scale particles (W/Z/t. . . ) are often produced
with pt � m, leading to collimated decays.

I Hadronic decay products are thus often reconstructed into single jets.

[Figure by G. Soyez]

Frédéric Dreyer 5/42



pp jet substructure field is full of activity
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Jet Declustering

Jet Shapes

Matrix−Element

Seymour93

YSplitter

Mass−Drop+Filter

JHTopTagger TW

CMSTopTagger

N−subjettiness (TvT)

CoM N−subjettiness (Kim)

N−jettiness

HEPTopTagger

(+ dipolarity)

Trimming

Pruning

Planar Flow

Twist

ATLASTopTagger

Templates

Shower Deconstruction

Qjets

EEC

Multi−variate tagger

c. 2012



pp jet substructure field is full of activity
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Jet Declustering

Jet Shapes
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Planar Flow
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ATLASTopTagger
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Shower Deconstruction

Qjets

EEC

Multi−variate tagger

c. 2018

machine learning  
DNN, CNN,  

RNN, LSTM, etc 

Cn, Dn, ven(β), Mn, Nn, 
Un,  EFPs

Degree Connected Multigraphs

d = 0

d = 1

d = 2

d = 3

d = 4

d = 5

Table 3: All non-isomorphic, loopless, connected multigraphs organized by the total number

of edges d, up to d = 5, sorted by their number of vertices N . Note that for a fixed number of

edges d, the total number of multigraphs (connected or not) is finite. These graphs correspond

to the d  5 prime EFPs counted in Table 2a. Image files for all of the prime EFP multigraphs

up to d = 7 are available here.
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modified mass drop  
soft drop  

iterated soft drop  
recursive soft drop

classification without labels  
weak supervision

etc.

Quark gluon jet substructure

Image recognition using convolutional neural network

I A convolutional neural
network is trained on GPU
using quark and gluon jet
images

I New jet features are learned
with significantly improved
tagging performance

I In this work we use grey
scale jet images encoding
jet energy distribution

Schwartz et al, Deep learning in color, JHEP01(2017)110

Y.-T. Chien (MIT) Quark and gluon jet substructure 9 / 21



Convolutional neural networks and jet images
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Convolutational Neural Networks and Jet Images

I Project a jet onto a fixed n ⇥ n pixel image in rapidity-azimuth, where
each pixel intensity corresponds to the momentum of particles in that
cell.

I Can be used as input for classification methods used in computer
vision, such as deep convolutional neural networks.

[Cogan, Kagan, Strauss, Schwartzman JHEP 1502 (2015) 118]
[de Oliveira, Kagan, Mackey, Nachman, Schwartzman JHEP 1607 (2016) 069]

Frédéric Dreyer 11/42



Recurrent neural network on clustering trees
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Recurrent Neural Networks and clustering trees

I Train a recurrent neural network on successive declusterings of a jet.
I Techniques inspired from Natural Language Processing with powerful

applications in handwriting and speech recognition.

[Louppe, Cho, Becot, Cranmer 1702.00748]

Frédéric Dreyer 12/42



using full event information: jet substructure for  W tagging
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QCD rejection with  
just jet mass  

(SD/mMDT)

QCD rejection with use  
of full jet  

substructure 

5–10x better



jet substructure for HI collisions
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Jet structure observables
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Jet structure observables

�27

fragmentation  
function

D(z) =

*
X
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7.3 Jet profile

Figure 14. Ration of the differential jet shape (or jet profile) in Pb+Pb and p+p measured by
CMS [8] (black points) and compared with Jewel+Pythia results with (blue line) and without
medium response (green line). The data systematic uncertainties are shown in the yellow band
around unity.

The differential jet shape or jet profile ⇢(r) measures what fraction of the jet p? is
found at what distance from the jet axis. It is defined as

⇢(r) =
1

pjet
?

X

k with
�RkJ2[r,r+�r]

p(k)? , (7.1)

where the sum runs over all particles in the jet. The CMS measurement [8] was performed
using the full jet p?, but ⇢(r) was built only from tracks. Therefore, as is the case of the
fragmentation function, we can do the subtraction for the jet p?, but not for the charged
particles. In this case, however, this is not a problem, since the jet profile built from tracks
and the one built form all particles differ only by a constant factor. Assuming this factor
to be the same in p+p and Pb+Pb, it will cancel exactly in the ratio of the jet profiles.
We can therefore compare Jewel+Pythia results for full jets directly to the CMS data
on the jet profile ratio. A more serious problem is that in experimental analysis only tracks
with ptrk

? > 1GeV are included. Since we can only subtract for the inclusive final state,
this leads to a small mismatch, that becomes visible only at large r and reaches up to 10%
in the highest r bin.

Fig. 14 shows the Jewel+Pythia result compared with CMS data [8] for the modifi-
cation of the differential jet shape ⇢PbPb/⇢pp in Pb+Pb collisions compared to p+p. Includ-
ing medium response and after performing the subtraction using the 4MomSub method, we
are able to reproduce the general trend of the data. Jewel+Pythia with recoiling par-
tons describes the enhancement of the jet shape at large radii mostly due to soft particles
(p? < 3GeV), while without medium response the enhancement is entirely absent.

– 16 –

differential  
jet shape
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differential  
jet shape

7.4 Girth

Figure 15. Left: Distribution of the first radial moment (girth g) for R = 0.4 fully reconstructed
jets with pjet

? > 100GeV in central Pb+Pb collisions from Jewel+Pythia. The black histogram
shows the corresponding p+p result, the green Pb+Pb without medium response and the red
Pb+Pb including medium response with GridSub1 subtraction. The yellow shaded region around
unity on the left panel highlights the statistical uncertainty in the p+p reference. Right: ALICE
data [10] for charged jets (R = 0.2 and 40GeV < pjet

? < 60GeV) compared with Jewel+Pythia

for full jets (with adjusted p? range). The yellow shaded region around unity represents the data
systematic uncertainties.

The first radial moment of the jet profile is called girth [48] and is defined as

g =
1

pjet
?

X

k2J
p(k)? �RkJ , (7.2)

where the numerator sums the distance from the jet axis weighted with p(k)? of each con-
stituent k of the jet. It characterises the width of the p? distribution inside the jet.

Jewel+Pythia results for girth using GridSub1 subtraction for fully reconstructed
jets in central Pb+Pb collisions are shown in the left panel of Fig. 15. We find a shift to
smaller values of g due to narrowing of the hard component, which is partly compensated
by a broadening of the jet due to medium response. We also compare our results with
preliminary ALICE data [10] for charged jets in the right panel of Fig. 15. Following the
same argument as above for the jet profile, the girth of full and charged jets should be
the same, provided the p? range is adjusted accordingly. We confirmed this in the Monte
Carlo for p+p collisions. We therefore in Fig. 15 compare Jewel+Pythia results for fully
reconstructed jets at a correspondingly higher p? with the ALICE data. We find reasonable
agreement, but the Jewel+Pythia distribution peaks at slightly higher values than the
data.

– 17 –

girth ≡ broadening
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same argument as above for the jet profile, the girth of full and charged jets should be
the same, provided the p? range is adjusted accordingly. We confirmed this in the Monte
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& ungroomed
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girth ≡ broadening

jet mass, groomed  
& ungroomed

m2 =

 
X

i2(sub)jet

pµi

!2

Figure 16. Jewel+Pythia predictions for the groomed shared momentum fraction zg in central
Pb+Pb events and p+p events. Left: zg distribution in p+p (black), central Pb+Pb collisions
without recoiling partons (green) and with medium response and GridSub1 subtraction (red) for
jets with pjet

? > 100GeV and Soft Drop parameters zcut = 0.1 and � = 0. Right: Comparison
of Jewel+Pythia results with different grid sizes to CMS data [11]. Note that the data is not
unfolded, but the resolution is not published so no smearing is applied to the Monte Carlo events.
A comparison to properly smeared Jewel+Pythia results can be found in [11]. The yellow shaded
region around unity in the left panel highlights the statistical uncertainty in the p+p reference and
on the right represents the the data systematic uncertainties.

7.5 Groomed shared momentum fraction zg

The groomed shared momentum fraction zg is a measure for the momentum asymmetry in
the hardest, i.e. largest angle, two-prong structure in the jet. In p+p collisions it is closely
related to the Altarelli-Parisi splitting function [49]. It is defined through the Soft Drop
procedure [50, 51] detailed below and implemented in FastJet [36] contrib. First, jets are
clustered with the anti-k? algorithm and re-clustered with Cambridge/Aachen. Then the
last clustering step is undone, yielding the largest angle two-prong structure in the jet. If
this configuration satisfies the Soft Drop condition

zg =
min(p?,1, p?,2)

p?,1 + p?,2
> zcut

✓
�R1,2

RJ

◆�

(7.3)

where zcut and � are parameters, it is kept. Otherwise, the softer of the two prongs is
discarded and the procedure of un-doing the last clustering step is repeated for the harder
prong. In this way soft contaminations are systematically removed from the jet and the
hardest two-prong structure is identified. Soft Drop jet grooming thus takes an inclusive
jet collection and turns it into a different collection of jets with two-prong structure of a
minimum momentum symmetry provided by zcut. Varying zcut up or down varies the degree
of asymmetrical splitting allowed in the parton’s fragmentation, while the � controls how
collinear the configuration has to be.

In p+p collisions, this method is has been studied in some detail [49, 51], but in
heavy ion collisions the exact meaning of the grooming procedure is not obvious, due to

– 18 –

zg, ΔR12

ΔR12



medium mach-cones
➤ Tachibana, Chang & Qin,  

1701.07951, 12fm/c
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FIG. 1. (Color online) Energy density distribution of the medium in the transverse plane at midrapidity ⌘s = 0 at di↵erent
proper times ⌧ = 3.0, 7.5, and 12 fm/c. The jet with the initial pjetT = 150 GeV/c is produced at (xjet

0 , yjet
0 ) = (0 fm, 6.54 fm) and

propagates in the direction of �p = 5⇡/8. The upper panels (a-1), (a-2), and (a-3) show the whole medium energy density, and
the lower panels (b-1), (b-2), and (b-3) show the medium energy density subtracted by that in the case without jet propagation.

panels show the energy density after the subtraction of
the energy density in the events without jet propaga-
tion. From these figures, we can see that the V-shaped
wave fronts (shown by higher energy density region) are
induced by the jet propagation, and develop with time
in the medium. This V-shaped wave front is the Mach
cone [65–67], a conical shock wave that appears as an
interference of sound waves caused by an object moving
faster than the medium sound velocity. Here the highly
collimated jet shower deposits its energy and momentum
and induces a Mach cone whose vertex is the center of
the jet [80, 81]. This wave front of the Mach cone carries
the energy and momentum, propagates outward and also
causes the lower energy density region behind the wave
front. During the propagation, the Mach cone and the
radial flow of the medium are pushed and distorted by
each other. One can see that the Mach cone is asymmet-
rically deformed in this example because the jet travels
through the o↵-central path in the medium.

In this work, we neglect the e↵ect of the finite small
shear viscosity of the QGP and model the medium cre-
ated in relativistic heavy-ion collisions as an ideal (non-
viscous) fluid. The finite viscosities are important for
more precise description of the medium evolution and
the collective anisotropic flows observed in the final states
[6, 113–117]. It can also a↵ect the shape of the medium

response to the jet-deposited energy and momentum,
e.g., the Mach cone can be smeared by the finite shear
viscosity [79, 83, 87, 88]. In our study, we assume the
instantaneous thermalization of the energy and momen-
tum deposited by the jet; the finite relaxation time e↵ects
may be included in the source terms [79, 118] (note that
the smearing due to the finite grid size in the hydrody-
namic simulation mimics some relaxation e↵ect). Since
the relaxation times for the deposited energy and mo-
mentum are closely related to the transport coe�cients
of the QGP, and the inclusion of such e↵ects would pro-
vide further information on the QGP’s properties, which
we would like to leave as a future work.

B. Full Jet Energy Loss and Suppression

In our framework, the final full jets are contributed
from two parts: jet shower part and hydrodynamics re-
sponse part. The shower part of the jet loses energy
due to three mechanisms: the collisional energy loss and
the absorption of the soft partons by the medium, the
transverse momentum broadening which kicks the par-
tons out of the jet cone, and the medium-induced radia-
tion outside the jet cone. The hydro part of the jet comes
from the lost energy and momentum from the jet shower
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FIG. 6. (Color online) Jet shape function for (a) leading and (b) subleading jets in dijet events in central Pb+Pb collisions and
in p+p collisions at 2.76A TeV. The leading jet pjetT,1 > 120 GeV/c, the subleading jet with pjetT,2 > 50 GeV/c, and the azimuthal
angle between the leading and subleading jets �'1,2 > 5⇡/6. The solid and dashed lines are results with and without hydro
part contribution in central Pb+Pb collisions, respectively. The dashed dotted line shows the pure hydro part contribution. The
dotted line is result for p+p collisions obtained from Pythia. The black circles are data in central (0-30%) Pb+Pb collisions
from CMS Collaboration [28], with the shaded boxes indicating the systematic uncertainties.

with the leading jet with p
jet

T,1 > 120 GeV/c, the sublead-

ing jet with p
jet

T,2 > 50 GeV/c, and the azimuthal angle
between the leading and subleading jets �'1,2 > 5⇡/6.
In the figure, we do not show the jet shape function for
p+p collisions from CMS [24] since the data contain the
contamination from the underlying event (and therefore
are quite di↵erent at large r region as compared to the
jet shape function obtained from Pythia simulation).
In Pb+Pb collisions, such background e↵ect is supposed
to be small at large r, since the jet shape function is
dominated by the shower part at small r and by the jet-
induced medium flow at large r (see below).

From Figure 6(a), we can see that the jet shape func-
tion for leading jets in central Pb+Pb collisions is quite
similar to that for inclusive jets shown in Figure 5. The
shower part dominates the jet shape function at relatively
small r and is broadened by the medium e↵ect starting
from r = 0.2 � 0.3, while the hydro part starts to dom-
inate the jet shape function at large r region (r > 0.5).
Our full result on jet shape function with the contribu-
tions from both shower and hydro parts reproduces the
experimental result quite well throughout the entire r

range (up to r = 1). For subleading jets as shown in Fig-
ure 6(b), we can see that the jet shape function is much
broader than that of leading jets due to larger jet-medium
interaction for subleading jets. As a result, the shower
part of the jet shape function is wider and the hydro part
contribution is also larger and more widely distributed
than that in leading jets. Our full result also provides a
good description of the jet shape function for subleading
jets except the middle r region. The above results clearly

show that the hydrodynamic medium response to jet-
medium interaction plays an important role in the study
of fully reconstructed jets, especially at large r region.
This means that the jet shape function at large angles
with respect to the jet direction provides a good oppor-
tunity to study the hydrodynamic medium response to
jet quenching.

IV. SUMMARY

In this work, we have studied the nuclear modifica-
tions of full jet structures in relativistic heavy-ion col-
lisions with the inclusion of the contribution from the
medium exitations induced by the propagating hard jets.
We have formulated a model which consists of a set of
transport equations to describe the full jet shower evolu-
tion in medium and relativistic ideal hydrodynamic equa-
tions with source terms to describe the dynamical evo-
lution of the QGP medium. The transport equations
control the evolutions of energy and transverse momen-
tum distributions of the shower partons within the full
jet. The contribution from the momentum exchange with
the medium via scatterings with medium constituents is
taken into account by collisional energy loss and trans-
verse momentum broadening terms. The partonic split-
ting terms account for the contribution of the medium-
induced radiations; the rates for the induced splittings
were taken from higher-twist jet energy loss formalism.
The local temperature and flow velocity of the medium
are embedded in the jet quenching parameter q̂ which

ρ(r)
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The Soft Drop algorithm [10, 11] reconstructs jets with
the anti-k? algorithm [12] and reclusters them with a pre-
scription entirely based on angles (Cambridge/Aachen).
The last step of this reclustering is then undone to give
the two prongs with the largest angular separation. If
the p?-sharing between the two prongs satisfies

zg ⌘ min (p?,1, p?,2)

p?,1 + p?,2
> zcut

✓
�R12

R

◆�

, (1)

then the prongs are accepted and the algorithm termi-
nates. Otherwise, the softer of the prongs is rejected,
the last reclustering step on the hard prong is undone,
and the algorithm continues till condition (1) is satisfied.
This is one of a variety of grooming techniques that can
be used to systematically reject (or study) soft contribu-
tions associated to jets. In eq. (1), R denotes the jet ra-
dius. In the following, we work for � = 0, and we use the
default zcut = 0.1. We also require that only configura-
tions with�R12 > 0.1 are included in the zg-distribution.
This condition was added by the CMS collaboration to
the original Soft Drop proposal, and we adopt it to facil-
itate comparison to the preliminary data [13].

Here, we investigate the physical mechanisms underly-
ing the softening of the groomed shared momentum frac-
tion zg in Jewel, including the possibility that recoil
e↵ects contribute. In general, the momentum of recoil-
ing partons is composed of a thermal component that
they carry before the jet-medium interaction, as well as
the momentum transferred when interacting with jet con-
stituents. Only the latter contributes to the medium re-
sponse, the former is removed experimentally by back-
ground subtraction techniques. However, these tech-
niques cannot be applied to Jewel as it does not gen-
erate full heavy ion events. Instead, consistent with ex-
perimental procedures, the (thermal) background contri-
bution is subtracted from generated event samples with
a so-called 4-momentum subtraction technique validated
in [6].

We emphasize that for hadronization, Jewel converts
all recoiling partons into gluons that are inserted into
the strings that connect the partons forming the jets. It
is therefore not meaningful to label hadrons in the event
record as belonging to the jet or to the medium response.
However, one can hadronize events in Jewel with or
without the recoiling partons. Fig. 1 shows the corre-
sponding zg-distributions. Since recoiling partons do not
rescatter in Jewel, and since rescattering induces ther-
malization processes, generated events with recoiling par-
tons may overestimate the physically expected medium
response. The truth is therefore expected to lie in be-
tween the green (without recoil) and blue (with recoil)
curves in Fig. 1, and the di↵erence between both curves
should be regarded as an upper bound for the expected
medium-response.

Even without including recoiling partons, the simu-
lated zg-distribution in Fig. 1 shows a mild tilt towards
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FIG. 1. (top) Jewel+Pythia result for the groomed shared

momentum fraction zg in central PbPb events analyzed with

(blue curve) and without (green curve) keeping track of

medium response and compared to simulated pp events (red

curve). (bottom) The ratio of the zg-distributions in PbPb

and pp events, compared to CMS data for jet p? between 140

GeV and 160 GeV. All results are for
p
sNN = 5.02 TeV and

are shown background subtracted (4-momentum subtraction

method) and on hadron level.

smaller zg in comparison to the proton-proton baseline.
Without additional information, the interpretation of
this tilt remains ambiguous. The reason is that the zg-
distribution is a self-normalizing curve. A tilt of the type
shown in Fig. 1 can therefore arise either (i) from an en-
hanced contribution at small zg (that reduces the bin
entries at large zg due to normalization), or (ii) from
a depletion of jets with large zg (that would enhance
bin entries at small zg by normalization). The first of

ΔR12

SD zg

Figure 11. Jet mass distributions in central Pb+Pb events for anti-k? full jets with radius param-
eter R = 0.4 and pjet

? > 100GeV with medium response and variations of the GridSub1 subtraction.
The red histogram is the default (with cell size 0.05⇥ 0.05), in the blue the cell size is increased to
0.1⇥0.1, and the green is with default cell size but instead of four-momenta the energies of particles
inside the cells are summed and the cell momentum is assumed to be massless.
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Figure 12. Left: Jet mass distributions from Jewel+Pythia for p+p. The blue histogram shows
the full jet distribution, the red the one for charged jets, and the green histogram is the re-scaled
blue histogram. Right: Comparison of the re-scaled full jet mass distribution with recent ALICE
data [12] for the charged jet mass.

the jet mass is very sensitive to the details of the grid subtraction. In Fig. 11 we compare
two different cell sizes and two ways of computing the cell momentum. One is the default,
which consists of summing the four-momenta of the particles in the cell (and subtracting
the thermal momenta), and the other sums the particles’ energies and assumes the cell four-
momentum to be massless and to point in the direction defined by the cell centre. Both
variations lead to large differences in the jet mass distribution (which is not observed in any
other observable we studied). We therefore strongly discourage the use of grid subtraction
for the jet mass and from here on show results only for 4MomSub subtraction.

As discussed in section 3.3, in order to be able to compare the Jewel+Pythia results
to the ALICE data, the charged jet mass has to be estimated from the full jet mass. We
do this by re-scaling the full jet mass with a constant factor 2/3 and the jet p? with a
factor 3/4 (this is needed to match the p? cuts in the charged jet sample). The scaling
factors are extracted from the Jewel+Pythia p+p sample. The left panel of Fig. 12
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FIG. 1. Schematic representation of the phase-space available
for VLEs, including an example of a cascade with “1” the last
emission inside the medium and “2” the first emission outside.

(ii) First emission outside the medium The gluons
produced inside the medium are not yet on-shell: their
virtualities are as large as their transverse momenta,
themselves bound by the multiple scattering inside the
medium: k2? �

p
!q̂ � ⇤2, with ⇤ the QCD confine-

ment scale. These partons will thus continue radiating,
but their next VLE must occur outside the medium, with
a large formation time 2/(!✓2) � L, i.e. with an energy
! ⌧ !L(✓) ⌘ 2/(L✓2). This implies the existence of a
gap in the energy of the VLEs, between the lower limit
!0(✓) on the last gluon emitted inside the medium, and
the upper limit !L(✓) on the first gluon emitted outside
the medium. Since !0(✓) = !L(✓) = !c for ✓ = ✓c the
gap exists only for ! < !c, as shown in Fig. 1.

No angular ordering. Besides the gap in the phase-
space, the medium has another important e↵ect: the first
emission outside the medium can violate angular order-
ing. (A similar idea appears in [18].) Indeed, all the in-
medium sources with ✓ � ✓c satisfy tcoh(✓) ⌧ L and thus
lose color coherence after propagating over a distance L
in the medium. These sources can then radiate at any
angle.2 On the contrary, the sources with angles smaller
than ✓c (hence ! & !c; see Fig. 1), are not a↵ected by
the medium. They behave as if they were created outside
the medium and can radiate only at even smaller angles.

Energy loss after formation. After being created in-
side the medium via VLEs, the partons cross the plasma
over a distance of order L and hence lose energy via
medium-induced radiation — essentially, as independent
colour sources. Whereas this is the main mechanism for
the energy loss by the jet as a whole, it is less impor-
tant for the jet fragmentation. Indeed, the typical gluons

2 Notice the di↵erence in this respect between in-medium sources
emitting inside or outside the medium.

produced via medium-induced radiation are soft, with
! . ↵̄2

s!c. Via successive democratic branchings [4, 5],
they transfer their energy to many very soft quanta prop-
agating at large angles ✓ > ✓qq̄ [19–21]. Hence, such emis-
sions do not matter for the particle distribution inside
the jet.3 Furthermore, they do not significantly a↵ect
the sources for VLEs: the energy loss is important only
for the sources in a small corner of the phase-space, at
low energies ! . ↵̄2

s!c and large angles, ✓2 & (1/↵̄3
s)✓

2
c ,

cf. Eq. (1). We have checked that the e↵ect of introduc-
ing a lower limit ↵̄2

s!c on the energies of the VLEs is
numerically small. A complete phenomenological picture
of jet evolution in the medium would include medium-
induced emissions but, since they go beyond our current
level of approximation, we leave this for future work.
(iii) Emissions from sources created outside the

medium. After a first emission outside the medium, the
subsequent emissions follow, of course, the usual pattern
of vacuum-like cascades, with angular ordering (and en-
ergy ordering in our DLA approximation). The evolution
stops when the transverse momentum k? ' !✓ becomes
comparable to the hadronisation scale ⇤. This implies a
lower boundary, ! & !⇤(✓) ⌘ ⇤/✓, on the energy of the
produced gluons, shown in Fig. 1 together with the other
boundaries introduced by the medium. The most inter-
esting region for gluon production — the most sensitive
to medium e↵ects highlighted above — is the “outside
medium” region at energies ! < !c.
Gluon distribution. Within the present approxima-

tion, it is straightforward to compute the gluon distri-
bution generated by VLEs. To that aim we compute the
double di↵erential distribution,

T (!, ✓) ⌘ !✓2
d2N

d!d✓2
, (4)

which describes the gluon distribution in both energies
and emission angles. Consider a point with coordinates
(!, ✓) outside the medium. A generic contribution to
T (!, ✓) can be expressed as the product of a vacuum-like
cascade inside the medium, up to an intermediate point
(!1, ✓1), followed by a first emission outside the medium,
from (!1, ✓1) to (!2, ✓2) and, finally, by a genuine vac-
uum cascade, from (!2, ✓2) to the measured point (!, ✓).
This particular contribution yields (at large Nc)

T (!, ✓) = ↵̄s

Z ✓2
qq̄

✓2
c

d✓21
✓21

Z E

!0(✓1)

d!1

!1
Tvac(!1, ✓1|E, ✓qq̄)

Z min( 2
!L ,✓2

qq̄)

✓2

d✓22
✓22

Z min(!1,!L(✓2))

!

d!2

!2
Tvac(!, ✓|!2, ✓2) ,

(5)

3 One can show more rigorously that medium-induced emissions do
not matter at DLA. However, we believe our physical argument,
based on angular separation, to be more insightful.

P. Caucal, E. Iancu,  
A.H. Mueller, G. Soyez

K. Tywoniuk (CERN) Quark Matter 2018
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Consider phase space of collinear particles:

QW paradigm applies only to 
~50% of the full diagram!

Blue region corresponds to 
unresolved splittings.

Casalderrey,	Milhano,	Quiroga-Arias	PLB	710	(2010)	175

At high-pT, many collinear particles 
can be resolved inside the medium.
“new” source of energy-loss fluctuations!

Casalderrey	et	al.	JHEP	1703	(2017)	135
Milhano,	Zapp	EPJC	76	(2016)	288
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Probing the hardest branching of jets in heavy ion collisions

Yang-Ting Chiena,b and Ivan Viteva
a Theoretical Division, T-2, Los Alamos National Laboratory, Los Alamos, NM 87545, USA

b Erwin Schrödinger International Institute for Mathematical Physics, Universität Wien, Wien, Austria

We present the first calculation of the momentum sharing and angular separation distributions
between the leading subjets inside a reconstructed jet in heavy ion collisions. These observables
are directly sensitive to the hardest branching in the process of jet formation and are, therefore,
ideal for studying the early stage of the in-medium parton shower evolution. The modification of
the momentum sharing and angular separation distributions in lead-lead relative to proton-proton
collisions is evaluated using the leading-order medium-induced splitting functions obtained in the
framework of soft-collinear effective theory with Glauber gluon interactions. Qualitative and in
most cases quantitative agreement between theory and preliminary CMS measurements suggests
that the parton shower in heavy ion collisions can be dramatically modified early in the branching
history. We propose a new measurement which will illuminate the angular distribution of the hardest
branching within jets in heavy ion collisions.

The dramatic suppression of hadron and jet cross sec-
tions observed at the Relativistic Heavy Ion Collider
(RHIC) [1–6] and the Large Hadron Collider (LHC) [7–
14] signals the strong modification of parton showers
within strongly-interacting matter. This jet quenching
phenomenon has been an essential tool to study the prop-
erties of the quark-gluon plasma (QGP) produced in
ultrarelativistic nucleus-nucleus (A+A) collisions. The
emergence of the in-medium parton branching, qualita-
tively different from the one which governs the jet forma-
tion in e+ + e−, e+ + p, p + p collisions, is at the heart
of all jet modification studies. Although the traditional
energy loss picture has been very successful in describing
the suppression of cross section, to disentangle the de-
tailed jet formation mechanisms in the medium requires
comprehensive studies of jet substructure observables.

In the past few years there has been a proliferation of
jet substructure measurements in A+A collisions [15–18],
which gave differential and correlated information about
how quark and gluon radiation is redistributed due to
medium interactions. It is now definitively established
that the jet shape [19] and the jet fragmentation func-
tion [20], which describe the transverse and longitudi-
nal momentum distributions inside jets, are modified in
heavy ion collisions. Both of these observables depend
strongly on the partonic origin of jets, and their nontriv-
ial modification patterns are partly due to the increase of
the quark jet fraction in heavy ion collisions [21–24]. To
better understand the jet-by-jet modifications for these
observables, one can devise strategies to isolate purer
quark or gluon jet samples.

Another collinear type of jet substructure observable,
called the groomed momentum sharing, has been stud-
ied in the context of the soft drop jet grooming pro-
cedure [25] and Sudakov safety [26]. This observable
probes the hard branching in the jet formation and is
dominated by the leading-order Altarelli-Parisi splitting
functions [27]. Given a jet reconstructed using the anti-
kT algorithm [28] with radius R, one reclusters the jet

0 1/2 1
x

k⊥

θ = R

θ = ∆

x = zcut x = 1− zcut

x 1− x

θ x, k⊥

k⊥ = ω tan θ
2 x(1− x)

ω

FIG. 1: Illustration of the phase space regions for the zg
distribution calculation constrained by R, ∆ and zcut. At
leading order a collinear parton splits into partons with mo-
menta k = (xω, k2

⊥/xω, k⊥) and p − k. Depending on the
kinematics of the splitting, the soft branch can be either of
the partons.

using the Cambridge-Aachen algorithm [29, 30] and goes
through the clustering history, grooming away the soft
branch at each step until the following condition is satis-
fied,

zcut <
min(pT1

, pT2
)

pT1
+ pT2

≡ zg , (1)

i.e., the soft branch is not carrying less than a zcut frac-
tion of the sum of the transverse momenta therefore is
not dropped. Note that by definition zcut < zg < 1

2 . Due
to detector granularity one also demands that the angu-
lar separation between the two branches be greater than
the angular resolution ∆,

∆ < ∆R12 ≡ rg . (2)

More generally, by selecting the angular separation
∆R12, defined as the groomed jet radius rg, one could
also examine the momentum sharing distribution p(zg)
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We present the first calculation of the momentum sharing and angular separation distributions
between the leading subjets inside a reconstructed jet in heavy ion collisions. These observables
are directly sensitive to the hardest branching in the process of jet formation and are, therefore,
ideal for studying the early stage of the in-medium parton shower evolution. The modification of
the momentum sharing and angular separation distributions in lead-lead relative to proton-proton
collisions is evaluated using the leading-order medium-induced splitting functions obtained in the
framework of soft-collinear effective theory with Glauber gluon interactions. Qualitative and in
most cases quantitative agreement between theory and preliminary CMS measurements suggests
that the parton shower in heavy ion collisions can be dramatically modified early in the branching
history. We propose a new measurement which will illuminate the angular distribution of the hardest
branching within jets in heavy ion collisions.

The dramatic suppression of hadron and jet cross sec-
tions observed at the Relativistic Heavy Ion Collider
(RHIC) [1–6] and the Large Hadron Collider (LHC) [7–
14] signals the strong modification of parton showers
within strongly-interacting matter. This jet quenching
phenomenon has been an essential tool to study the prop-
erties of the quark-gluon plasma (QGP) produced in
ultrarelativistic nucleus-nucleus (A+A) collisions. The
emergence of the in-medium parton branching, qualita-
tively different from the one which governs the jet forma-
tion in e+ + e−, e+ + p, p + p collisions, is at the heart
of all jet modification studies. Although the traditional
energy loss picture has been very successful in describing
the suppression of cross section, to disentangle the de-
tailed jet formation mechanisms in the medium requires
comprehensive studies of jet substructure observables.

In the past few years there has been a proliferation of
jet substructure measurements in A+A collisions [15–18],
which gave differential and correlated information about
how quark and gluon radiation is redistributed due to
medium interactions. It is now definitively established
that the jet shape [19] and the jet fragmentation func-
tion [20], which describe the transverse and longitudi-
nal momentum distributions inside jets, are modified in
heavy ion collisions. Both of these observables depend
strongly on the partonic origin of jets, and their nontriv-
ial modification patterns are partly due to the increase of
the quark jet fraction in heavy ion collisions [21–24]. To
better understand the jet-by-jet modifications for these
observables, one can devise strategies to isolate purer
quark or gluon jet samples.

Another collinear type of jet substructure observable,
called the groomed momentum sharing, has been stud-
ied in the context of the soft drop jet grooming pro-
cedure [25] and Sudakov safety [26]. This observable
probes the hard branching in the jet formation and is
dominated by the leading-order Altarelli-Parisi splitting
functions [27]. Given a jet reconstructed using the anti-
kT algorithm [28] with radius R, one reclusters the jet
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FIG. 1: Illustration of the phase space regions for the zg
distribution calculation constrained by R, ∆ and zcut. At
leading order a collinear parton splits into partons with mo-
menta k = (xω, k2

⊥/xω, k⊥) and p − k. Depending on the
kinematics of the splitting, the soft branch can be either of
the partons.

using the Cambridge-Aachen algorithm [29, 30] and goes
through the clustering history, grooming away the soft
branch at each step until the following condition is satis-
fied,

zcut <
min(pT1

, pT2
)

pT1
+ pT2

≡ zg , (1)

i.e., the soft branch is not carrying less than a zcut frac-
tion of the sum of the transverse momenta therefore is
not dropped. Note that by definition zcut < zg < 1

2 . Due
to detector granularity one also demands that the angu-
lar separation between the two branches be greater than
the angular resolution ∆,

∆ < ∆R12 ≡ rg . (2)

More generally, by selecting the angular separation
∆R12, defined as the groomed jet radius rg, one could
also examine the momentum sharing distribution p(zg)



recurrent theme in heavy-ion calculations: 2d phasespace plots
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FIG. 1. Schematic representation of the phase-space available
for VLEs, including an example of a cascade with “1” the last
emission inside the medium and “2” the first emission outside.

(ii) First emission outside the medium The gluons
produced inside the medium are not yet on-shell: their
virtualities are as large as their transverse momenta,
themselves bound by the multiple scattering inside the
medium: k2? �

p
!q̂ � ⇤2, with ⇤ the QCD confine-

ment scale. These partons will thus continue radiating,
but their next VLE must occur outside the medium, with
a large formation time 2/(!✓2) � L, i.e. with an energy
! ⌧ !L(✓) ⌘ 2/(L✓2). This implies the existence of a
gap in the energy of the VLEs, between the lower limit
!0(✓) on the last gluon emitted inside the medium, and
the upper limit !L(✓) on the first gluon emitted outside
the medium. Since !0(✓) = !L(✓) = !c for ✓ = ✓c the
gap exists only for ! < !c, as shown in Fig. 1.

No angular ordering. Besides the gap in the phase-
space, the medium has another important e↵ect: the first
emission outside the medium can violate angular order-
ing. (A similar idea appears in [18].) Indeed, all the in-
medium sources with ✓ � ✓c satisfy tcoh(✓) ⌧ L and thus
lose color coherence after propagating over a distance L
in the medium. These sources can then radiate at any
angle.2 On the contrary, the sources with angles smaller
than ✓c (hence ! & !c; see Fig. 1), are not a↵ected by
the medium. They behave as if they were created outside
the medium and can radiate only at even smaller angles.

Energy loss after formation. After being created in-
side the medium via VLEs, the partons cross the plasma
over a distance of order L and hence lose energy via
medium-induced radiation — essentially, as independent
colour sources. Whereas this is the main mechanism for
the energy loss by the jet as a whole, it is less impor-
tant for the jet fragmentation. Indeed, the typical gluons

2 Notice the di↵erence in this respect between in-medium sources
emitting inside or outside the medium.

produced via medium-induced radiation are soft, with
! . ↵̄2

s!c. Via successive democratic branchings [4, 5],
they transfer their energy to many very soft quanta prop-
agating at large angles ✓ > ✓qq̄ [19–21]. Hence, such emis-
sions do not matter for the particle distribution inside
the jet.3 Furthermore, they do not significantly a↵ect
the sources for VLEs: the energy loss is important only
for the sources in a small corner of the phase-space, at
low energies ! . ↵̄2

s!c and large angles, ✓2 & (1/↵̄3
s)✓

2
c ,

cf. Eq. (1). We have checked that the e↵ect of introduc-
ing a lower limit ↵̄2

s!c on the energies of the VLEs is
numerically small. A complete phenomenological picture
of jet evolution in the medium would include medium-
induced emissions but, since they go beyond our current
level of approximation, we leave this for future work.
(iii) Emissions from sources created outside the

medium. After a first emission outside the medium, the
subsequent emissions follow, of course, the usual pattern
of vacuum-like cascades, with angular ordering (and en-
ergy ordering in our DLA approximation). The evolution
stops when the transverse momentum k? ' !✓ becomes
comparable to the hadronisation scale ⇤. This implies a
lower boundary, ! & !⇤(✓) ⌘ ⇤/✓, on the energy of the
produced gluons, shown in Fig. 1 together with the other
boundaries introduced by the medium. The most inter-
esting region for gluon production — the most sensitive
to medium e↵ects highlighted above — is the “outside
medium” region at energies ! < !c.
Gluon distribution. Within the present approxima-

tion, it is straightforward to compute the gluon distri-
bution generated by VLEs. To that aim we compute the
double di↵erential distribution,

T (!, ✓) ⌘ !✓2
d2N

d!d✓2
, (4)

which describes the gluon distribution in both energies
and emission angles. Consider a point with coordinates
(!, ✓) outside the medium. A generic contribution to
T (!, ✓) can be expressed as the product of a vacuum-like
cascade inside the medium, up to an intermediate point
(!1, ✓1), followed by a first emission outside the medium,
from (!1, ✓1) to (!2, ✓2) and, finally, by a genuine vac-
uum cascade, from (!2, ✓2) to the measured point (!, ✓).
This particular contribution yields (at large Nc)

T (!, ✓) = ↵̄s

Z ✓2
qq̄

✓2
c

d✓21
✓21

Z E

!0(✓1)

d!1

!1
Tvac(!1, ✓1|E, ✓qq̄)

Z min( 2
!L ,✓2

qq̄)

✓2

d✓22
✓22

Z min(!1,!L(✓2))

!

d!2

!2
Tvac(!, ✓|!2, ✓2) ,

(5)

3 One can show more rigorously that medium-induced emissions do
not matter at DLA. However, we believe our physical argument,
based on angular separation, to be more insightful.

P. Caucal, E. Iancu,  
A.H. Mueller, G. Soyez

K. Tywoniuk (CERN) Quark Matter 2018

PHASE SPACE ARGUMENTS
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Consider phase space of collinear particles:

QW paradigm applies only to 
~50% of the full diagram!

Blue region corresponds to 
unresolved splittings.

Casalderrey,	Milhano,	Quiroga-Arias	PLB	710	(2010)	175

At high-pT, many collinear particles 
can be resolved inside the medium.
“new” source of energy-loss fluctuations!

Casalderrey	et	al.	JHEP	1703	(2017)	135
Milhano,	Zapp	EPJC	76	(2016)	288
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Probing the hardest branching of jets in heavy ion collisions

Yang-Ting Chiena,b and Ivan Viteva
a Theoretical Division, T-2, Los Alamos National Laboratory, Los Alamos, NM 87545, USA

b Erwin Schrödinger International Institute for Mathematical Physics, Universität Wien, Wien, Austria

We present the first calculation of the momentum sharing and angular separation distributions
between the leading subjets inside a reconstructed jet in heavy ion collisions. These observables
are directly sensitive to the hardest branching in the process of jet formation and are, therefore,
ideal for studying the early stage of the in-medium parton shower evolution. The modification of
the momentum sharing and angular separation distributions in lead-lead relative to proton-proton
collisions is evaluated using the leading-order medium-induced splitting functions obtained in the
framework of soft-collinear effective theory with Glauber gluon interactions. Qualitative and in
most cases quantitative agreement between theory and preliminary CMS measurements suggests
that the parton shower in heavy ion collisions can be dramatically modified early in the branching
history. We propose a new measurement which will illuminate the angular distribution of the hardest
branching within jets in heavy ion collisions.

The dramatic suppression of hadron and jet cross sec-
tions observed at the Relativistic Heavy Ion Collider
(RHIC) [1–6] and the Large Hadron Collider (LHC) [7–
14] signals the strong modification of parton showers
within strongly-interacting matter. This jet quenching
phenomenon has been an essential tool to study the prop-
erties of the quark-gluon plasma (QGP) produced in
ultrarelativistic nucleus-nucleus (A+A) collisions. The
emergence of the in-medium parton branching, qualita-
tively different from the one which governs the jet forma-
tion in e+ + e−, e+ + p, p + p collisions, is at the heart
of all jet modification studies. Although the traditional
energy loss picture has been very successful in describing
the suppression of cross section, to disentangle the de-
tailed jet formation mechanisms in the medium requires
comprehensive studies of jet substructure observables.

In the past few years there has been a proliferation of
jet substructure measurements in A+A collisions [15–18],
which gave differential and correlated information about
how quark and gluon radiation is redistributed due to
medium interactions. It is now definitively established
that the jet shape [19] and the jet fragmentation func-
tion [20], which describe the transverse and longitudi-
nal momentum distributions inside jets, are modified in
heavy ion collisions. Both of these observables depend
strongly on the partonic origin of jets, and their nontriv-
ial modification patterns are partly due to the increase of
the quark jet fraction in heavy ion collisions [21–24]. To
better understand the jet-by-jet modifications for these
observables, one can devise strategies to isolate purer
quark or gluon jet samples.

Another collinear type of jet substructure observable,
called the groomed momentum sharing, has been stud-
ied in the context of the soft drop jet grooming pro-
cedure [25] and Sudakov safety [26]. This observable
probes the hard branching in the jet formation and is
dominated by the leading-order Altarelli-Parisi splitting
functions [27]. Given a jet reconstructed using the anti-
kT algorithm [28] with radius R, one reclusters the jet

0 1/2 1
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θ x, k⊥
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FIG. 1: Illustration of the phase space regions for the zg
distribution calculation constrained by R, ∆ and zcut. At
leading order a collinear parton splits into partons with mo-
menta k = (xω, k2

⊥/xω, k⊥) and p − k. Depending on the
kinematics of the splitting, the soft branch can be either of
the partons.

using the Cambridge-Aachen algorithm [29, 30] and goes
through the clustering history, grooming away the soft
branch at each step until the following condition is satis-
fied,

zcut <
min(pT1

, pT2
)

pT1
+ pT2

≡ zg , (1)

i.e., the soft branch is not carrying less than a zcut frac-
tion of the sum of the transverse momenta therefore is
not dropped. Note that by definition zcut < zg < 1

2 . Due
to detector granularity one also demands that the angu-
lar separation between the two branches be greater than
the angular resolution ∆,

∆ < ∆R12 ≡ rg . (2)

More generally, by selecting the angular separation
∆R12, defined as the groomed jet radius rg, one could
also examine the momentum sharing distribution p(zg)
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We present the first calculation of the momentum sharing and angular separation distributions
between the leading subjets inside a reconstructed jet in heavy ion collisions. These observables
are directly sensitive to the hardest branching in the process of jet formation and are, therefore,
ideal for studying the early stage of the in-medium parton shower evolution. The modification of
the momentum sharing and angular separation distributions in lead-lead relative to proton-proton
collisions is evaluated using the leading-order medium-induced splitting functions obtained in the
framework of soft-collinear effective theory with Glauber gluon interactions. Qualitative and in
most cases quantitative agreement between theory and preliminary CMS measurements suggests
that the parton shower in heavy ion collisions can be dramatically modified early in the branching
history. We propose a new measurement which will illuminate the angular distribution of the hardest
branching within jets in heavy ion collisions.

The dramatic suppression of hadron and jet cross sec-
tions observed at the Relativistic Heavy Ion Collider
(RHIC) [1–6] and the Large Hadron Collider (LHC) [7–
14] signals the strong modification of parton showers
within strongly-interacting matter. This jet quenching
phenomenon has been an essential tool to study the prop-
erties of the quark-gluon plasma (QGP) produced in
ultrarelativistic nucleus-nucleus (A+A) collisions. The
emergence of the in-medium parton branching, qualita-
tively different from the one which governs the jet forma-
tion in e+ + e−, e+ + p, p + p collisions, is at the heart
of all jet modification studies. Although the traditional
energy loss picture has been very successful in describing
the suppression of cross section, to disentangle the de-
tailed jet formation mechanisms in the medium requires
comprehensive studies of jet substructure observables.

In the past few years there has been a proliferation of
jet substructure measurements in A+A collisions [15–18],
which gave differential and correlated information about
how quark and gluon radiation is redistributed due to
medium interactions. It is now definitively established
that the jet shape [19] and the jet fragmentation func-
tion [20], which describe the transverse and longitudi-
nal momentum distributions inside jets, are modified in
heavy ion collisions. Both of these observables depend
strongly on the partonic origin of jets, and their nontriv-
ial modification patterns are partly due to the increase of
the quark jet fraction in heavy ion collisions [21–24]. To
better understand the jet-by-jet modifications for these
observables, one can devise strategies to isolate purer
quark or gluon jet samples.

Another collinear type of jet substructure observable,
called the groomed momentum sharing, has been stud-
ied in the context of the soft drop jet grooming pro-
cedure [25] and Sudakov safety [26]. This observable
probes the hard branching in the jet formation and is
dominated by the leading-order Altarelli-Parisi splitting
functions [27]. Given a jet reconstructed using the anti-
kT algorithm [28] with radius R, one reclusters the jet
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FIG. 1: Illustration of the phase space regions for the zg
distribution calculation constrained by R, ∆ and zcut. At
leading order a collinear parton splits into partons with mo-
menta k = (xω, k2

⊥/xω, k⊥) and p − k. Depending on the
kinematics of the splitting, the soft branch can be either of
the partons.

using the Cambridge-Aachen algorithm [29, 30] and goes
through the clustering history, grooming away the soft
branch at each step until the following condition is satis-
fied,

zcut <
min(pT1

, pT2
)

pT1
+ pT2

≡ zg , (1)

i.e., the soft branch is not carrying less than a zcut frac-
tion of the sum of the transverse momenta therefore is
not dropped. Note that by definition zcut < zg < 1

2 . Due
to detector granularity one also demands that the angu-
lar separation between the two branches be greater than
the angular resolution ∆,

∆ < ∆R12 ≡ rg . (2)

More generally, by selecting the angular separation
∆R12, defined as the groomed jet radius rg, one could
also examine the momentum sharing distribution p(zg)

Can we design observables to 
directly probe the 2d phasespace?



the “Lund plane”
can we construct observables that are 

(a) more transparent in terms of the physical info they extract? 
(b) close to optimal for multivariate techniques & machine-learning?
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the Cambridge / Aachen (C/A) jet algorithm
1. Identify pair of particles, i & j, with smallest ΔRij 

2. If ΔRij < R (jet radius parameter) 

A. recombine i & j into a single particle 

B. loop back to step 1 

3. Otherwise, stop the clustering
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Dokshitzer, Leder, Moretti & Webber ’97  
Wobisch & Wengler ‘98
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A sequence of jet substructure tools taggers

➤ 1993: kt declustering for boosted W’s: [Seymour] 

➤ 2002: Y-Splitter (kt declustering with a cut) [Butterworth. 
Cox, Forshaw] 

➤ 2008: Mass-Drop Tagger (C/A declustering with a kt/m cut) 
[Butterworth, Davison, Rubin, GPS] 

➤ 2013: Soft Drop, β=0 [Dasgupta, Fregoso, Marzani, GPS] 

➤ 2014: Soft Drop, β≠0 [Larkoski, Marzani, Soyez, Thaler] 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1. Undo last clustering of C/A jet into subjets 1, 2 

2. Stop if   

3. Else discard softer branch, repeat step 1 with harder branch

z =
min(pt1, pt2)

pt1 + pt2

✓
�R12

R

◆�

> zcut
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A sequence of jet substructure tools taggers

➤ 1993: kt declustering for boosted W’s: [Seymour] 

➤ 2002: Y-Splitter (kt declustering with a cut) [Butterworth. 
Cox, Forshaw] 

➤ 2008: Mass-Drop Tagger (C/A declustering with a kt/m cut) 
[Butterworth, Davison, Rubin, GPS] 

➤ 2013: Soft Drop, β=0 [Dasgupta, Fregoso, Marzani, GPS] 

➤ 2014: Soft Drop, β≠0 [Larkoski, Marzani, Soyez, Thaler] 

➤ 2017: Iterated Soft Drop [Frye, Larkoski, Thaler, Zhou]  
          count number of iterations until you reach 1 particle 

➤ 2018/19: ?
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Phase space: two key variables (+ azimuth)
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ΔR (or just Δ)

kt = ptΔ
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kt=ptΔR[GeV]

Δ
R

pt
Δ opening angle of a splitting

pt (or p⊥) is transverse
momentum wrt beam 

kt is ~ transverse
momentum wrt jet axis 
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Introduced for understanding Parton Shower Monte Carlos by  
B. Andersson,G. Gustafson L. Lonnblad and Pettersson  1989
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Figure 3: Emission density along slices of the Lund plane, at fixed kt (top) and � (bot-

tom), comparing three event generators.

flavour as one moves down the clustering tree, in particular when there is an emission

close to the upper, kinematic boundary. This can then alter the density of emissions at

smaller angles, i.e. subsequent declusterings. The underlying physics of these two e↵ects

is closely connected with small-R resummations, cf. Refs. [54, 55]. Non-global [56] and

clustering [57, 58] logarithms introduce correlations between regions of the Lund plane at

similar � values but di↵erent kt’s. For each e↵ect that introduces a correlation, there

is typically also an impact on the average Lund density beyond leading order. We leave

the detailed study of these contributions to future work. Note that we expect them to

contribute generically at an accuracy ↵n
sL

n�1, where L is some combination of ln kt and

ln�. This is the same logarithmic order as the running coupling e↵ects that we have

explicitly highlighted in Eqs. (2.5) and (2.6). Below, in section 2.4, we will see evidence

that in the bulk of the Lund plane running e↵ects dominate numerically over these other

e↵ects. Finally, one should keep in mind that most of these subleading e↵ects are, at least

to some extent, included in modern Monte Carlo programs. (The extent to which there are

di↵erences between Monte Carlo programs is discussed next.) In that respect these e↵ects

are expected to have only a modest impact on the tagging studies carried out in Section 3.

2.3 Use for measurements and constraints on Monte-Carlo generators

The Lund jet plane density ⇢ in Eq. (2.3) can be directly measured experimentally and

compared to analytic predictions and parton-shower Monte-Carlo simulations. Here we

concentrate on the latter. For such quantitative studies it is convenient to examine slices

of the Lund plane density at fixed kt and fixed �. Two of each are shown in Fig. 3,

illustrating the potential of the Lund plane for providing insight into event generators.

The figure compares the output of three di↵erent generators, Pythia 8.230 (Monash13

tune), Sherpa 2.2.4 [59] and Herwig 7.1.1 [60] (angular-ordered shower). The slices at fixed
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that in the bulk of the Lund plane running e↵ects dominate numerically over these other
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to some extent, included in modern Monte Carlo programs. (The extent to which there are

di↵erences between Monte Carlo programs is discussed next.) In that respect these e↵ects

are expected to have only a modest impact on the tagging studies carried out in Section 3.

2.3 Use for measurements and constraints on Monte-Carlo generators

The Lund jet plane density ⇢ in Eq. (2.3) can be directly measured experimentally and

compared to analytic predictions and parton-shower Monte-Carlo simulations. Here we

concentrate on the latter. For such quantitative studies it is convenient to examine slices
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illustrating the potential of the Lund plane for providing insight into event generators.
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analytic perturbative QCD control
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Analytic study of the Lund plane

To leading order in perturbative QCD and for � ⌧ 1, one expects for a
quark initiated jet

⇢ ' ↵s(kt)CF

⇡
z̄
�
pgq(z̄) + pgq(1 � z̄)� , z̄ ⇤
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I Lund plane can be calculated
analytically.

I Calculation is systematically
improvable.
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2.3 Radiation phase space and sensitivity to jet quenching
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Figure 4: Lund diagram reconstructed from jets generated by QPYTHIA (left column), JEWEL without
recoils (middle column) and JEWEL with recoils (right column). The lower panels correspond to the
difference of the radiation pattern with and without jet quenching effects. Note that the scale of the
z-axes varies between the panels.

As a demonstration of the general ideas outlined above, we fill the Lund diagram using two QCD-based
models for jet quenching, namely QPYTHIA [7] and JEWEL [8, 9]. Both models implement the possibility
for medium-induced bremsstrahlung. However, only JEWEL (i) evaluates dynamically the kinematics of
multiple scattering, (ii) implements additional momentum broadening of all particles and (iii) provides the
possibility to track recoiling medium constituents that have interacted with the jet and, finally, includes
them in the hadronization step.8 The jet-induced medium response constitutes a correlated “background”
component that can contribute to the modifications of the measured jet substructure. Recoil effects are
expected to contribute in the soft-large angle sector of the phase space, similarly to the uncorrelated
underlying event, discussed further in Section 2.3.1. One can also neglect tracking the recoil particles
altogether. For further details about the employed models, see Appendix A.

We present first the results of generator level studies, i.e. without embedding the models into a
realistic heavy-ion background. For the same jet criteria as in Figure 3, in Figure 4 (upper row) we plot
the Lund plots generated by QPYTHIA, JEWEL without recoils and JEWEL with recoils, respectively.
In this particular study, we employ the C/A reclustering. The lower plots show the differences to the
corresponding vacuum diagrams. It is also important to keep in mind that there is a significant migration
between pT bins in heavy-ion collisions, widely understood as the effect of jet energy-loss. This could
result in a significant contribution, in a fixed pT bin, from jets that were minimally modified.

The results from QPYTHIA exhibit a modest excess ⇠ 10% of hard quanta relative to vacuum, see
Figure 4 (lower, left). In the model, the number of splittings is increased relative to vacuum leading to
a significant intra-jet momentum broadening at scales corresponding to very short formation times. In
the case of JEWEL, the difference plot exhibits only a mild increase of splittings at moderate kT and a
small suppression ⇠ 6% of hard quanta, see Figure 4 (lower, center). This suppression is consistent with
a lack of strong intra-jet broadening and a more collimated fragmentation. This shows that the realistic
modifications to the Lund diagram are highly non-trivial and calls for a better theoretical understanding,

8Note, however, that in JEWEL medium particles that interact with the jet do not interact further with the medium.

9

Andrews et al, 1808.03689

➤ clear potential for 
distinguishing 
between models, 
with clear physical 
picture of where the 
differences arise

https://arxiv.org/abs/1808.03689


application to high-pt physics
e.g. new-physics searches and Higgs studies
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Comparing quark/gluon v. W-induced jets
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Lund images for QCD and W jets

I Hard splittings clearly visible, along the diagonal line with jet mass
m ⇤ mW .
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Beyond average density: 
any jet is a collection of points 

in the (primary) Lund plane



Lund declustering points as inputs to machine-learning 
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Long short-term memory networks

I Simple recurrent networks unable to handle dependencies that are
widely separated in the data.

I LSTM networks designed to have memory over longer periods, by
adding four layers for each module and including a no-activation
function. [Hochreiter, Schmidhuber (1997)]

Figures from
http://colah.github.io/posts/2015-08-Understanding-LSTMs/

Frédéric Dreyer 39/42

long-short-term 
memory networks 

(LSTMs)  
gave us the best 
performance



(a) (b)

Figure 9: (a) Non-leading Lund-plane density for dijets, ⇢(n`)B (�, kt;�(`)), Eq. (3.3), i.e.

after removing the leading emission, specifically the first emission that passes an mMDT

selection procedure. (b) Ratio of the W to QCD Lund-plane ⇢(n`)S,B (�, kt;�(`)) densities,

whose logarithm is equal to the likelihood function Ln` of Eq. (3.2). Both plots correspond

to the choice 1.5 < ln 1/�(`) < 2.

highlights the importance of direct experimental measurements of such regions.7 One can

explicitly check the influence of the low-kt region on the tagging performance by imposing

a minimum kt cut in the construction of the Lund plane. This is discussed further in

Section 3.5 below.

In our practical implementation of the log-likelihood approach, we will use lnm bins of

size 0.025, ln z bins of size 0.2 for L`; for Ln` we will take bins in ln kt and ln� of 0.2 and

bins in ln�(`) of 0.5. The likelihood functions will be calculated using 500,000 simulated

signal and background jets, while performance will be evaluated on an independent sample

of 200,000 signal and background jets.

3.2 Machine-learning use of Lund Plane

Our second approach to using the Lund-plane information for W tagging is to provide it

as an input to a variety of machine learning (ML) methods.

7 It also highlights an important di↵erence between our log-likelihood approach and the shower-

deconstruction approach [72]. Both are partially analytical multi-variate log-likelihood approaches. Shower-

deconstruction exploits far more detailed information on correlations than our log-likelihood method can.

However since the underlying shower-deconstruction likelihoods must be calculated perturbatively, one loses

access to the substantial information that is contained in the non-perturbative region.

– 16 –

Lund declustering points as inputs to hand-crafted likelihood calculation
➤ Identify emission that generates the jet mass (with 

Soft-Drop) 

➤ Assume all other emissions are independent of each 
other, i.e. random distribution just set by average 
density 

➤ Get MC ratio of average densities for W (Signal≡S) v. 
QCD (background ≡ B) jets 

➤ Build likelihood discriminator
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would be selected by the mMDT tagger [19] with the same zcut or equivalently by the

Soft-Drop (SD) procedure [70] with � = 0 and that zcut. We define a L` log likelihood

function

L`(m
(`), z(`)) = ln

✓
1

NS

dNS

dm(`)dz(`)

�
1

NB

dNB

dm(`)dz(`)

◆
, (3.1)

using the ratio of dNX/dm(`)dz(`) (X = S,B), the di↵erential distribution in the mass and

z variables of the leading emission (m(`), z(`)) for a simulated signal sample S (W bosons)

with NS jets, and the analogous quantity for a background (QCD dijet) sample B. In

practice we bin logarithmically in m(`) and z(`) to construct a discretised approximation

to L`(m(`), z(`)).

The second likelihood input is designed to bring sensitivity to the pattern of non-

leading (n`) emissions, i.e. the pattern of additional radiation, within the primary Lund

plane, that decorates the basic two-prong structure. It involves a function

Ln`(�, kt;�
(`)) = ln

⇣
⇢(n`)S

�
⇢(n`)B

⌘
, (3.2)

where ⇢(n`)X is determined just over the non-leading emissions,

⇢(n`)X (�, kt;�
(`)) =

dn(n`)
emission,X

d ln kt d ln 1/� d ln�(`)

�
dNX

d ln�(`)
, (3.3)

as a function of the angle �(`) of the leading emission, with X = S,B corresponding

either to the W signal (X = S) or to the QCD background sample (X = B). Our overall

log-likelihood signal-background discriminator for a given jet is then given by

Ltot = L`(m
(`), z(`)) +

X

i 6=`

Ln`(�
(i), k(i)t ;�(`)) +N (�(`)) , (3.4)

where the normalisation term N is

N (�(`)) = �

Z
d ln� d ln kt

⇣
⇢(n`)S � ⇢(n`)B

⌘
, (3.5)

up to an overall constant. In the sum over non-leading emissions, i 6= ` in Eq. (3.4),

each non-leading emission i contributes information (through the Ln`(�(i), k(i)t ;�(`)) term)

about whether its corresponding region of the Lund plane tends to be more populated

by signal or background emissions. The normalisation term N accounts for the average

di↵erence in the number of non-leading emissions between signal and background jets.

It is instructive to think about the conditions under which Eq. (3.4) would be the

optimal discriminator that can be constructed from the sequence in primary Lund-plane

declusterings: (1) the identification of the leading emission associated with the W ’s two-

prong structure should be correct; (2) non-leading emissions in the Lund plane should

e↵ectively be independent of each other, which is the basis of the sum over i 6= ` in

Eq. (3.4); (3) that pattern of independent emission should depend on �(`) but not on m(`).

Each of these approximations has its imperfections, but none is expected to be particularly

badly violated.
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LSTMs for jet tagging

I LSTM network substantially
improves on results obtained
with other methods.

I Large gain in performance,
particularly at higher e�ciencies.
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Figure 11: Plots of performance (✏W /
p
✏QCD), for fixed (hadron+MPI) signal e�ciency

✏W = 0.4, versus resilience to non-perturbative e↵ects, (⇣ of Eq. (3.6)). Grey triangles

(and the red one) correspond to the full range of shape observables studied in the LH 2017

study [80]. The blue circles and black triangles correspond to the Lund-likelihood and

Lund-LSTM methods respectively, with each point along a line corresponding to di↵erent

lower cuts on the Lund-plane ln kt/GeV value, below which declusterings are ignored (i.e.

not passed to the LSTM or likelihood method; training is repeated for each di↵erent kt cut).

In (a) the shape observables are used together with a cut on a mass variable, 65 < m <

105 GeV (the mass may be groomed, or ungroomed, depending on the point); for the Lund

likelihood, Eq. (3.1) is evaluated with a single (groomed) mass bin, covering the same mass

range as for the shapes, plus an outflow mass bin. In (b) shape variables are combined with

the full particle-level resolution mass information through a boosted decision tree (BDT)

and the cut that defines ✏W = 0.4 is placed on the BDT output; for the Lund-likelihood

and LSTM methods, full resolution Lund-plane information is used (including the mass for

the likelihood method). For the Lund+likelihood method, the values of the ln kt cuts are

the same as for (a), i.e. spaced every 0.2 units of ln kt. For the Lund+LSTM curves points

are separated by 0.5 units of ln kt.

in the right-hand plot). The grey line is the upper envelope of those points. The specific

D[loose]

2
variant discussed in section 3.3 is highlighted in red and one can see that it has the

best performance among all shape+mass taggers.

For methods that use the Lund plane information one can impose a lower limit, kt,cut,

on the value of kt for which Lund-plane declusterings are considered. Declusterings with

lower kt values are simply ignored, both at the training stage and subsequently when

evaluating performance and resilience. For the Lund-LSTM method, the tagger is trained

separately for each kt,cut value. Larger values of kt,cut are expected to yield taggers that
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resilience to non-perturbatitve effects

S/
√
B

Lund + machine-learning (LSTM)

Lund + likelihood 
performs better than machine 
learning when you exclude non-
perturbative region (kt < 1 GeV( 

3.6 Resilience to non-perturbative e↵ects

One can argue that performance is not the only feature one may request from a boosted

object tagger. In particular, one may require that the tagger remain relatively insensitive to

model-dependent non-perturbative e↵ects. Such insensitivity could translate into a reduced

uncertainty on the determination of the tagger’s signal e�ciency and background rejection

rates. It could also allow for the possibility of understanding the tagger’s behaviour with

first-principles perturbative QCD calculations.

To carry out studies of sensitivity to non-perturbative e↵ects, we will compare per-

formance between parton and hadron level. Parton-level results cannot be sensibly passed

through a detector simulation, so the study must be carried out with actual particles (i.e.

partons or hadrons). However, as we discussed in section 3.4 and appendix C, real detector

e↵ects can have a significant impact on the mass resolution in particular, which can a↵ect

the conclusions of any multivariate study that uses the mass. Accordingly we carry out

two sets of studies in parallel. In the first set of studies, we classify jets in terms of whether

they satisfy a loose requirement on the (possibly groomed) jet mass, 65 < m < 105 GeV,

and then do not further use any mass information. Such a study is fairly realistic in terms

of how much mass information is accessible in a detector, but cannot be performed with

machine learning, because the latter is likely to “cheat” and learn the mass information

from other variables in the jet. To be able to also examine machine learning, we therefore

carry out a second set of studies, in which full particle-level information is available, allow-

ing reconstruction of the W mass peak. All methods then exploit the unrealistically good

particle-level mass resolution on that W mass peak.

In Fig. 11, we show the performance achieved by the di↵erent tagging approaches

versus their resilience to underlying event and hadronisation corrections. This is calculated

following the procedure introduced in section III.2 of the 2017 Les Houches proceedings [80].

The performance, ✏W /
p
✏QCD, is plotted versus the resilience ⇣, which is calculated using

both hadron+MPI-level e�ciencies ✏ and parton-level e�ciencies ✏0 (all computed for a set

of cuts on a shape variable, or multi-variate tagger output, that gives a hadron+MPI-level

signal e�ciency ✏W = 0.4),

⇣ =

 
�✏2W
h✏i2W

+
�✏2

QCD

h✏i2
QCD

!�1

2

, (3.6)

where �✏ = ✏ � ✏0 and h✏i = 1

2
(✏+ ✏0). The left-hand plot shows the results obtained

in a specific mass-bin, comparing our likelihood method with the results from the LH

report [80].14 The right-hand plot shows the results with full mass information, and includes

results with machine learning. Both parton-level and hadron+MPI-level e�ciencies are

calculated using a discriminator determined/trained using hadron+MPI-level events (this

statement holds for all likelihood, LSTM and BDT-based results).

Figure 11 shows grey triangles for each of the 88 combinations of a single shape variable

and mass used in the LH 2017 report [80] (the shape and mass being combined via a BDT

14Albeit with jets obtained with an initial C/A clustering rather than an anti-kt clustering as in the

original LH study.
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The QCD radiation in collider events (pp & HI) is a rich source of information, which 
we’re only just starting to tap into. 

The difficulty is that there’s a lot of it: how do we condense it down to something we 
can understand, measure & exploit quantitatively?  

The Lund plane “construction” offers an approach that  

➤ maps transparently onto physically meaningful kinematic regions 

➤ is amenable to calculations in QCD (work in progress) 

➤ provides a powerful input to machine learning, but also can be used almost as 
effectively in simpler multivariate frameworks. 
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q
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Figure 4: Configurations that lead to terms ↵2
sL

2 for the Lund plane density for algorithms

other than C/A, showing with a red (blue) dashed line the clustering that occurs first

(second). (a) For the kt-declustered Lund plane: emission 2 clusters with emission 1 rather

than with the quark and so fails to appear as part of the primary Lund plane. (b) For

the anti-kt-declustered Lund plane: emission 2 gets declustered as a primary emission,

even though physically it belongs to the secondary Lund plane associated with emission 1,

resulting in a spurious enhancement of the primary Lund plane density.

pointed out in the article that proposed the Cambridge algorithm [49], when the emissions

are on the same side of the quark, then ✓12 < ✓2q and so emission 2 clusters with emission

1 rather than with the quark, cf. Fig. 4a. The resulting pseudojet retains the kinematics of

emission 1. With the C/A algorithm, emission 2 would have formed its own independent

primary declustering, but with the kt algorithm it does not do so.4 This leads to a deficit of

primary declusterings. For a given choice of emission-2 kinematics, the region of emission-

1 kinematics where this occurs is proportional to ln2 ✓2/2, and results in the following

double logarithmic suppression relative to the leading-order result,

⇢̄(kt)
2

(�,) ' �(4CF )
2

Z
d✓2q
✓2q

Z
d2
2

Z ✓2

2

d1
1

Z ✓2

1

d✓1q
✓1q

Z ⇡/2

�⇡/2

d�12

2⇡
�
⇣
ln

2


⌘
�

✓
ln

✓2q
�

◆

= �4C2

F ln2
�


+O (L) . (2.9)

The minus sign accounts for the fact that in this region the primary Lund plane contribution

from emission 2 is lost because 2 clusters with 1. The limits for the �12 integration account

for the fact that both emissions have to be on the same side of the quark in order for 2 to

cluster with 1.

For the anti-kt algorithm, the issue that arises is that secondary splittings can end up

being categorised as primary in terms of the (de)clustering sequence. Consider emission

1 with an angle ✓1q with respect to the quark and momentum fraction z1. It can emit a

soft gluon 2 at an angle ✓12 ⌧ ✓1q, carrying a momentum fraction z2, defined relative to

the quark momentum, and satisfying z2 ⌧ z1, cf. Fig. 4b. With the C/A algorithm, the

condition on the angles would ensure that emission 2 is always clustered with 1, before

1 clusters with the quark, and hence emission 2 will never on its own be considered as

a primary declustering. For the anti-kt algorithm, emission 2 will cluster with emission

1 only if ✓2
12
/z2

1
< ✓2

2q ' ✓2
1q. In the remaining region, ✓2

12
> z2

1
✓2
1q, emission 2 will be

clustered directly with the quark, and hence will be considered as a primary declustering.

Fixing ✓1q ' ✓2q and z2, but integrating over the ✓12 and z1, one finds a double logarithmic

4This was part of the motivation in Ref. [49] for inventing the Cambridge algorithm.
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Figure 6: The ⇢(�, kt) results as obtained with kt (left) and anti-kt (right) declustering,

normalised to the result for C/A declustering.

iterated soft-drop steps [69], NSD, which relates to the averaged ⇢̄ density through

hNSDi =

Z 1

0

d�0

�0

Z
d


⇢̄(�0,)


⇥

✓
�0

2
� 

◆
�⇥

⇣
� zcut(�

0)1+�
⌘�

. (2.12)

This relation applies to soft drop with a generic value of � [70], assuming a jet radius

of 1 for simplicity. This is an exact relation, and it holds because the iterated soft drop

procedure simply follows the same set of declustering steps as the primary Lund plane and

counts those that satisfy the kinematic condition that is represented in the second of the

⇥-functions in Eq. (2.12). The first ⇥-function just represents the kinematic boundary

induced by the condition  < max(z, 1 � z)�. The counting for NSD is inclusive over all

primary splittings and so the average over events that produces ⇢̄, also gives the average

number of iterated soft-drop steps, hNSDi.

Further exact relations exist between various soft-drop observables and the tuple of

declustering variables defined in section 2.1. For example the soft-drop mass and zg [71]

variables are given by m(i) and z(i) (cf. Eq. (2.1)) from the first of the entries in the

primary declustering sequence, Lprimary of Eq. (2.2), that satisfies z(i) � zcut(�(i))� . This

is because ignoring the earlier declusterings with z(i) < zcut(�(i))� is functionally identical

to the procedure of discarding (i.e. grooming away) the softer branch in the soft-drop

procedure.6

6In v1 of the arXiv version of this paper, we had stated connections between ⇢̄(�,) and the distributions

of jet observables such as the soft-drop zg and the jet broadening. Those statements were correct only in a

context with just primary soft branchings and so not hold in full QCD.
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Figure 5: Evaluations with Event2 of the second-order contribution to the Lund plane,

in a bin of ln 1/�, as a function of , for (de)clustering sequences obtained with the kt,

anti-kt and C/A jet algorithms. In (a) and (b) the dashed line corresponds to the analytic

expectations, Eqs. (2.9) and (2.10) for clustering-induced double-logarithms in the kt and

anti-kt algorithms. In (c), for the C/A algorithm, which is seen here to be free of double

logarithms, the dot-dashed line corresponds to the (single-logarithmic) running coupling

correction, Eq. (2.11), illustrating that it dominates the second-order correction.

enhancement,

⇢̄(anti-kt)
2

(�,) ' 16CF CA

Z
d✓1q
✓1q

Z ✓1q



d1
1

Z 1
✓1q dz2

z2

Z ✓1q

1

d✓12
✓12

�

✓
ln

z2✓1q


◆
�

✓
ln

✓1q
�

◆

= +8CF CA ln2
�


+O (L) . (2.10)

In setting the lower limit of the ✓12 integral, we have made use of the condition ✓12 > z1✓1q =

1. The upper bound on the z2 integration comes from the constraint z2 < z1 = 1/✓1q
and, for physical values of  and �, the solution of the �-function constraint on z2 is always

below that bound.

To verify our calculations we have used the Event2 program [65, 66] to evaluate the

exact result for ⇢̄2(�,) using e+e� versions of the kt, anti-kt and C/A algorithms.5 Fig. 5,

in the upper panels, shows ⇢̄2 for the kt, anti-kt and C/A algorithms, compared in the first

two cases also to the double logarithmic calculations of Eqs. (2.9) and (2.10). The quantity

h22 denotes the coe�cient of L2 = ln2 �

 in those equations. The lower panels for the kt and

5Specifically, the Event2 program generates e+e� ! jets events. We used it in 3-jet NLO mode. We

cluster each event with the e+e� kt (Durham) algorithm [67] so as to obtain exactly two jets, and then

recluster each of those jets with the e+e� version of the kt, C/A or anti-kt algorithm, as defined by FastJet’s

ee genkt algorithm [68] with p = 1, 0,�1 respectively. The resulting sequence is then used to determine

the Lund-plane density, following the steps of section 2.1 (but not first reclustering with C/A). For an

ij declustering we then define ln 1/� = � ln tan ✓ij/2 and  = min(Ei, Ej)/(Ei + Ej)�. This definition

ensures that Eq. (2.8) remains valid even for � of order 1.
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Figure 2: (a) The average primary Lund plane density, ⇢, for jets clustered with the C/A

algorithm and R = 1 having pt > 2 TeV and |y| < 2.5, in a simulated QCD dijet sample.

(b) Schematic representation of the di↵erent regions of the Lund plane.

factor in ⇢ is equal to 2 and so the density of primary Lund emissions is just proportional

to the strong coupling,

⇢ '
2↵s(kt)CF

⇡
, (� ⌧ 1, z̄ ⌧ 1) , (2.6)

The upper diagonal edge in the figure is a consequence of the kinematic limit, kt <
1

2
pt,jet�.

At low scales ↵s(kt) gets large, which accounts for the bright red band around kt = 1 GeV.

In this region the Lund plane density is not amenable to perturbative calculation. Equiv-

alently Eq. (2.5) receives large corrections from non-perturbative terms proportional to

powers of kt/⇤QCD. At values of � ⇠ 1, initial state radiation (ISR) and multi-parton

interactions (MPI/UE) contribute to increasing the density, which is reflected in the con-

tours of constant colour bending upwards to the left. The di↵erent regions are outlined

schematically in Fig. 2b.

Beyond leading perturbative order, several further physical e↵ects contribute to the

structure of the Lund plane. The upper boundary gets smeared out because of degradation

of the leading subjet energy as one declusters the jet.3 The leading subjet can also change

3This smearing does not occur if one examines ⇢̄(�,), from Eq. (2.4), since  is defined in terms of

the local z fraction of the emission, which does not depend on earlier splittings at larger angles (while kt
does). However, instead the non-perturbative boundary gets smeared, as does the relation between a given

location on the plane and the invariant mass of the pair being declustered.
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Detector effects: with Delphes simulation (+ particle flow)
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Detector e�ects

I Detector e�ects have significant impact on the Lund plane at angular
scales below the hadronic calorimeter spacing.

I Two enhanced regions corresponding to resolution scale of HCal and
ECal.

Frédéric Dreyer 28/42

artefacts  
induced  
by ECal  
& HCal  

granularity

detector

(a) (b)

(c) (d)

Figure 18: Ratio of detector-level Lund-plane densities to the truth density. (a) With

Delphes’ particle flow algorithm. (b) Delphes particle flow supplemented with charged

rescaling (after rescaling, neutral particles are discarded). (c,d) Delphes particle flow

supplemented with SPRA1, SPRA2 respectively. The generation and selection of jets

is as described in section 3.4, using the dijet process, selecting jets with the requirement

pt > 2 TeV, |y| < 2.5.

the structure associated with the hadronic calorimeter scale, �HCal. On average, about

10% of particles in jets are undecayed neutral hadrons (for exampleKL). Schematically, the

particle flow algorithm can identify the energy deposit from such particles as the di↵erence
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Subjet-Particle Rescaling Algorithm (SPRA)

Mitigate impact of detector granularity using a subjet particle rescaling
algorithm:

I Recluster Delphes particle-flow objects into subjets using C/A with
Rh ⇤ 0.12.

I Taking each subjet in turn, scale each PF charged-particle (h±) and
photon (�) candidate that it contains by a factor f1

f1 ⇤

Õ
i2subjet pt ,iÕ

i2subjet(h± ,�) pt ,i
,

and discard the other neutral hadron candidates.
I If subjet doesn’t contain photon or charged-particle candidates, retain

all of the subjet’s particles with their original momenta.

Recluster the full set of resulting particles (from all subjets) into a single
large jet and use it to evaluate the mass and Lund plane.
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(a) (b)

(c) (d)

Figure 18: Ratio of detector-level Lund-plane densities to the truth density. (a) With

Delphes’ particle flow algorithm. (b) Delphes particle flow supplemented with charged

rescaling (after rescaling, neutral particles are discarded). (c,d) Delphes particle flow

supplemented with SPRA1, SPRA2 respectively. The generation and selection of jets

is as described in section 3.4, using the dijet process, selecting jets with the requirement

pt > 2 TeV, |y| < 2.5.

the structure associated with the hadronic calorimeter scale, �HCal. On average, about

10% of particles in jets are undecayed neutral hadrons (for exampleKL). Schematically, the

particle flow algorithm can identify the energy deposit from such particles as the di↵erence
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Figure 19: Lund-plane slices comparing the truth result to Delphes PF with and without

the SPRA rescalings. The slices are shown at fixed kt as a function of � (left) and at

fixed � versus kt (right). The artefacts visible in the top-left plot at scales of the hadronic

(� ⇠ 0.087) and electromagnetic (� ⇠ 0.0174) calorimeters are well brought under control

by the SPRA1 and SPRA2 rescalings respectively. The generation and selection of jets

is as described in section 3.4, using the dijet process, selecting jets with the requirement

pt > 2 TeV, |y| < 2.5.

is arguably also the most similar to the procedure used by CMS in Ref. [88]. However at

higher pt’s or for measurements of the Lund plane, it is probably advantageous to use

SPRA2.

Fig. 20 also shows charge-rescaling, which performs less well than the SPRA ap-

proaches, though still better than Delphes particle flow alone. Our understanding of the

worse performance relative to the SPRA approaches is as follows: the performance ob-

served in Fig. 20 combines the performance for the Lund plane as seen in Fig. 18 with the

performance for the jet mass that is observed in Fig. 17. While charge rescaling does well

in Fig. 18, it performs somewhat worse than either of the SPRAs in Fig. 17. Note also that

the region of Fig. 18 where charge rescaling performs better than SPRA1, ln 1/� & 3.5, is

a region that does not contribute dominantly to the discrimination power, cf. Fig. 9b.
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average pp Lund density: hadron level (no underlying event / MPI)
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average pp Lund density: hadron level (with underlying event / MPI)
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